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Abstract

This thesis explores the advantages, disadvantages, and applications of dif-
ferent optimization routines in the context of different surfaces, namely the
Levenberg-Marquardt Algorithm and the Whale Optimization Algorithm.
We use simulation to evaluate and compare the two algorithms in their accu-
racy and convergence speed. We then propose a novel algorithm, combining
the two, including modifications made to the WOA.
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Chapter 1

Introduction

Optimization plays a central role in statistical modeling, machine learning,
and scientific inference. Optimization algorithms provide strategies for navi-
gating solution spaces of all kinds, with the goal of reaching absolute optima,
(and thus avoiding local optima), see Figure [1.1} From this point forward,
we will understand optimization to be minimization, and thus talk about de-
sired optima as minima. Early methods for continuous numerical optimiza-
tion used gradients to find minima, a strategy which still underlies many of
the most effective and popular optimization routines used today |Cauchy,
1847|]. However, for more recent optimization problems which are often high
dimensional and search spaces that are multimodal and noisy, the usefulness
of stochastic methods is apparent.

Stochastic optimization includes elements of randomness that help the
routine avoid getting stuck in local minima. The stochastic characteristic
helps optimization routines solve complex problems, but often at a much
higher computational expense than more traditional, deterministic methods
and often with a more tenuous basis in mathematical theory.
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Figure 1.1: Optimization in 3 dimensions [Mehboob), [2024]

This thesis explores two optimization routines: the Levenberg—Marquardt
algorithm (LMA) and the Whale Optimization Algorithm (WOA). The for-
mer is a gradient-based, non-linear least squares method that incorporates
both gradient descent and Gauss-Newton optimization, while the latter is
a metaheuristic algorithm inspired by the bubble-net feeding behavior of
humpback whales. A comparison and hybridization of these two approaches
bridges traditional deterministic optimization techniques with more recent
evolutionary, stochastic methods.

This thesis is motivated by the challenges of fitting sigmoidal models to
time-course data in the R package sicegar, which classifies and fits curves
to biological data. While LMA is the current method of optimization used
in sicegar, this work explores how a population-based stochastic algorithm,
namely WOA—along with its modifications can improve robustness or con-
vergence in the problems that sicegar is built to solve.

The remainder of this thesis will be structured as follows. Chapter 2
outlines the origins and structures of both algorithms, as well as details
of the motivating problem. Chapter 3 explores modifications made to the
algorithms, as well as their hybridization. Chapter 4 describes the results of
the simulations, and Chapter 5 provides a conclusion and future directions.



Chapter 2

Derivations and the Motivating
Problem

2.1 Motivating Problem

The R package sicegar is designed to classify and fit sigmoidal and double-
sigmoidal curves to time-intensity data, providing biologically interpretable
models and the related parameter estimates. (Caglar and Wilke| [2021] state,
“This method was first developed in the context of single-cell viral growth
analysis (for details, see |Caglar et al.| [2018]), and the package name stands
for ‘SIngle CEll Growth Analysis in R.”” At its core, sicegar determines
whether a given trajectory exhibits monotonic increasing sigmoidal behav-
ior, rise-and-fall (double-sigmoidal) behavior, or no meaningful structured
signal. Once classified, the package extracts key parameters such as midpoint
times, slopes, and asymptotes, that can be directly interpreted in biological
contexts.
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Figure 2.1: Sigmoidal curve |[Caglar et al., [2018§].

For sigmoidal trajectories, sicegar fits a logistic curve parameterized as
hl — ho

where hg represents the minimum intensity, h; represents the maximum in-

tensity, a; controls the steepness of the transition, and t; is the time at which

intensity reaches half of its maximum value. The accurate estimation of the

parameters in the model both ensure a good fit to the data, and allow for

usable interpretation by researchers.

For trajectories exhibiting both growth and decay, sicegar employs a
double-sigmoidal model that effectively combines two logistic transitions: one
describing the increasing phase and another describing the declining phase.
This model introduces additional parameters, including separate slope and
midpoint terms for both the ascending and descending components, as well as
a parameter controlling the final asymptotic intensity. The double-sigmoidal
formulation allows the model to accurately model biologic phenomena that do
not reach stasis at a maximum but fall to a lower final intensity (see Figure
2.2). The increased number of parameters in the double-sigmoidal model
render a more difficult optimization problem due to the increased dimension
of the optimization surface.

fsig(x) - hO +
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Figure 2.2: Double-sigmoidal curve |[Caglar et al., |2018].

The double-sigmoidal model is defined using a piecewise formula, to avoid
unfavorable edge cases that are not actually double-sigmoidal which can ap-
pear in the naive characterization of the double-sigmoid as a product of two
sigmoid models. The parameterization of the double-sigmoidal model is given
here as in |Caglar et al|[2018]:

Define . X
fbase(x) - 1+e @ (z—t1) ’ 1+ ea2 (z—t2)
then
1 frase(T) + ho, <z,
I(z) =
2 foase(x) + he, x> a*
where
¥ = argmax fyse ()
and
(71— hy)
¢ =——>
f'ma:v



(= (h1 — ha)
fmax
with
fmaz = fbase(x*)

where, as seen in Figure 2.2] hg is the lower asymptote, h; is the upper
asymptote, hy is the final asymptote, ¢; is the x-value corresponding to the
y-value at the midpoint between hy and hq, t5 is the x-value corresponding to
the y-value at the midpoint between hy and hs, a; is the slope parameter for
the increasing side of the double-sigmoidal curve, as is the slope parameter
for the decaying side of the double-sigmoidal curve, and z* is the x-value
at which the piecewise function switches from the increasing sigmoid to the
decaying sigmoid. x* is calculated numerically using R’s optimize () [R Core
Team), 2025] function.

To estimate parameters, sicegar first rescales both time and intensity
values to the unit interval [0, 1], so that the bounds set on each parame-
ter are not dependent on the scale of the actual data |Caglar et al., |2018].
Parameter estimation is then performed via non-linear least squares using
the Levenberg-Marquardt algorithm implemented through the minpack.lm
[Elzhov et al., 2023] package in R. The objective function that is being mini-
mized is the residual sum of squares between observed intensities and model
predictions. To avoid issues of local minima and poor initialization, the
Levenberg-Marquardt algorithm is run from multiple randomized initial pa-
rameter guesses constrained within the user-defined bounds.

After fitting both sigmoidal and double-sigmoidal models to a dataset,
sicegar uses AIC to pick the more accurate curve, or if neither meet a pre-
specified threshold, the fit is labeled as “ambiguous” and no curve is fit to
the data |Caglar et al.| [201§].

A recent application of sicegar demonstrates the biological importance
of accurate parameter estimation. In a study investigating the timing of
RpoS-dependent gene transcription in E. colt under various stress conditions,
Adams et al. [2023] used sicegar to fit sigmoidal and double-sigmoidal mod-
els to RNA-seq time-course data and extracted midpoint times (¢; values)
as estimates of transcriptional onset time. In that study, the midpoint pa-
rameter t; served as a measure of when individual genes became activated
in response to environmental stress. By comparing onset times across condi-
tions such as high osmolarity, low temperature, and stationary phase entry,



the authors were able to explore how gene onset time varies depending on
stress context |[Adams et al., 2023].

The importance of reliable parameter estimates motivates further inves-
tigation into understanding parameter estimation for sigmoidal and, espe-
cially, double-sigmoidal models. Because these models are non-linear, multi-
parameter, and high dimensional, their estimation can be sensitive to ini-
tialization, noise, and optimization strategy. Enhancing the robustness, con-
vergence behavior, or efficiency of the estimation process—particularly for
the higher-dimensional double-sigmoidal case—has the potential to improve
future biological inference.

2.2 Levenberg-Marquardt Algorithm

The Levenberg-Marquardt algorithm (LMA) was developed between 1944
and 1963 by Kenneth Levenberg and Donald Marquardt. Their contributions
are referenced together in the name of the algorithm, which is essentially Mar-
quardt’s improvements to Levenberg’s earlier work |Levenberg, (1944] [Mar-
quardt, [1963]. The algorithm was created to solve non-linear least squares
problems, which require iterative functions to estimate model coefficients.
The goal of non-linear least squares optimization—Ilike linear least squares—
is to minimize the squared distance between the data and the model. The
Levenberg-Marquardt algorithm combines optimization through the gradient
descent method and the Gauss-Newton method. The former uses derivatives
to update the coefficients in the objective function (sum of squared errors) in
the direction of steepest minimization. The Gauss—Newton method locally
approximates the objective function as linear and computes updates by solv-
ing a system analogous to the normal equations of linear least squares. The
LMA uses gradient descent when the current guess of the optimal values is
further away from the best solution, and transitions to the Gauss-Newton as
it gets closer [Gavin) 2024]. The derivations below describe this process.

We begin by writing the objective function, the sum of the squared resid-
uals:

n

SSE(0) = Y [yi — f(:,0)]”

i=1
where we have n data points (z;,y;), parameter vector #, and the value of
the objective function f(x;, ) corresponding to a set of parameter estimates.
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Gradient Descent

LMA begins by using the gradient descent method to estimate 6. This deriva-
tion follows that of |Gavin [2024], removing the weight matrix W because
SSE(#) is unweighted. The gradient of the SSE objective function with
respect to the parameter 6 is given by

0 0 — 2

555SE(0) = = 3 i — f(z:,0)]
=2l — )] 5 i — 1,0
R L

For simpler notation, we rewrite the final gradient term as

Of(x,0)
J=———
00
where we call J the Jacobian matrix, which has dimension n x p, where
p = |0]. J is the matrix of partial derivatives calculated over all data n and
all parameters p. We write the (i, k) entry of J

T

representing the local sensitivity of the model f to variation in the k-th
parameter 6;. We then rewrite the gradient with respect to 6, generating a
p x 1 vector, hgyq, to update parameters in the direction of steepest descent
by multiplying the gradient by the transpose of the Jacobian:

hgd = aJT (y - f(ZL',Q))
where y — f(x,0) is the vectorized form of the residuals, and the positive
scalar o determines the length of the step in the steepest-descent direction.
The update vector hyq is added to the current parameter vector to generate
the updated position. Continued updates in this manner moves the algorithm
towards the minimum of the solution space.

8



Gauss-Newton

The Gauss-Newton method treats non-linear least squares optimization prob-
lems as locally linear, and thus treats the coefficients as quadratic near the
optimal solution. For moderate non-linear least squares problems the Gauss-
Newton method converges faster than the gradient descent method [Mar-
quardt, |1963]. We begin with the same objective function:

n

SSE(0) = > [ys — f(x:,0)]”

i=1
Then, we update our parameter vector to a new estimate (6 + 0) at each
iteration, where

f(zi,0+06) ~ f(x,0) + J;0

and J; is the vector corresponding to the i-th row of the Jacobian J. We
then rewrite the objective function, substituting in the new estimate.

n

SSE(0) = Y _ [yi — f(w:,0) — J:0]?

i=1
In order to minimize the updated objective function, we take the deriva-
tive with respect to § (rather than 6).

n

% > i = fli0) = Jid =23 —Jilyi — f(wi,0) = Jid]

i=1

To find the minimum of SSE(f), we set the derivative equal to zero and
solve for ¢, the update to our parameter vector:



n

i=1

:—ZZJ f(x,0) — J;d]
O—ZJ flx:, 0 ZJQ
ZJ26—ZJ fa:,0)]

Writing the summations in matrix form gives,

T8 = 0" (y - f(2,6))
6= (J70) " IT (y = f(x,6))

Thus, the objective function is updated at each iteration by adding § =
(JTI) T (y — f(x,0)) to 6.

Levenberg-Marquardt Algorithm

The Levenberg-Marquardt algorithm adaptively varies between the gradient
descent method and the Gauss-Newton method depending on the algorithm’s
proximity to a solution. The choice of method depends on the damping
coefficient A,

[JTT + M| hiw = J" (y — f(2,0)) (2.1)

where small values of A result in Gauss-Newton updates and large values
of A result in gradient descent updates. In Equation I is the identity
matrix, and hy, is the updated vector generated by solving Equation 2.1}
For small values of A\, Equation approximates the Gauss—Newton update,
while for large values of A, the update becomes proportional to the gradient
descent direction. Thus, rather than switching between the two methods, the
Levenberg—Marquardt algorithm produces a single update that continuously
varies between these behaviors.

10



The damping coefficient A is initialized at a large value to ensure that the
algorithm begins by taking small steps using gradient descent. If any steps
do not decrease the objective value, the damping parameter is increased, oth-
erwise, as the objective value improves, A is decreased so that the algorithm
eventually switches from gradient descent to Gauss-Newton and converges to
a minimum. This allows the algorithm to use the faster and more efficient
Gauss-Newton method when it is close to a solution, and the slower but
more stable gradient descent method at earlier iterations [Marquardt, [1963].
It should be noted that in Marquardt’s update to Levenberg’s work, the
damping parameter \ is scaled by the diagonal of the approximate Hessian
JTJ for each parameter [Marquardt, 1963,

[J7J + Ndiag(J"J)] him = J" (y — f(z,0)).

2.2.1 Implementation in R

The Levenberg-Marquardt algorithm is implemented using the minpack.lm
package in R available on CRAN [Elzhov et al., [2023|. Rather than requir-
ing the user to supply analytical derivatives, minpack.lm approximates the
Jacobian J numerically using forward finite differences,

f(zi, 0+ €ex) — f(x4,0)

€k

Jip =

(2.2)

where ¢, is a small perturbation applied to the k-th parameter. This means
that for a model with p parameters, minpack.lm requires p additional func-
tion evaluations per iteration to construct .J, which increases computational
cost but eliminates the burden of deriving and implementing analytical gra-
dients for complex models such as the double-sigmoidal function used in
sicegar. The accuracy of the Jacobian approximation thus depends on the
choice of e: too large and the finite difference is a poor local approximation
to the true derivative; too small and the computer won’t be able to iden-
tify a difference between values (since it only calculates to a fixed number
of decimal points), leading to an error. minpack.lm handles this automat-
ically using an adaptive step size, which eliminates the risk of either of the
e related errors. The algorithm’s convergence behavior is further controlled
by three hyperparameters: ptol and ftol are tolerance thresholds that de-
termine when the algorithm has converged, declaring convergence when the
relative change in the parameter estimates or the objective function value
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between iterations falls below their respective thresholds, while maxiter sets
a hard upper limit on the number of iterations, stopping the algorithm early
if convergence has not been reached.

2.3 Whale Optimization Algorithm

The Whale Optimization Algorithm, proposed by |[Mirjalili and Lewis [2016],
is a metaheuristic algorithm inspired by the bubble-net hunting strategy of
humpback whales. It was created in a broader context of metaheuristic algo-
rithms inspired by natural phenomena, including the Particle Swarm Opti-
mization (PSO) [Kennedy and Eberhart] 1995], which mimics the social be-
havior of flocking birds and schools of fish, and the Ant Colony Optimization
algorithm (ACO) [Dorigo et all 1991], which is inspired by the pheromones
of ants. These stochastic algorithms have gained popularity because of their
ability to avoid local optima in solving high-dimensional, multi-modal prob-
lems.

Figure 2.3: Humpback whale bubble net hunting strategy |[Abdulkareem et al., 2025]

Humpback whales feed on tiny crustaceans called krill and other small
schooling fish. Once a whale has located a school of these fish, it will begin to
swim in a circular pattern beneath the school, releasing streams of bubbles
that encircle their prey. The whale then begins to swim upwards, tightening
the cylinder of bubbles, until it can swim through its bubble net, mouth
open, swallowing the smaller animals [Mann et al., [2000].

The Whale Optimization Algorithm simulates this behavior by randomly
distributing whales, which act as search agents, across the search space. The

12



position of each whale in the search space corresponds to a parameter vector,
and by updating the values of said vector, we change the position of the
whale. The fitness of the whale refers to the objective value corresponding
to its parameter vector, that is, if we plug each of the parameter values into
the objective function, the fitness is the objective value we obtain. We are
interested in the parameter vector that minimizes the objective function.

WOA has two main components, which simulate the hunting strategy:
Exploration and Exploitation. During Exploration, the algorithm searches
the solution space broadly and randomly to identify promising regions. Dur-
ing Exploitation, the algorithm searches locally, using either a spiral updating
equation or an encircling equation to update a given search agent’s (whale’s)
position in the direction of the current best solution /]

Exploration (Global Search): The algorithm updates each search
agent’s position toward a randomly selected whale )?mnd(t), in order
to search globally across the solution space, using the encircling prey
approach.

Exploitation (Local Search): The algorithm updates each search
agent’s position toward the current best solution X*(t), either via the
encircling prey mechanism or the spiral updating position, refining the
search in a promising region.

There are two approaches to updating the position of each search agent.
They are as follows:

e Encircling prey: The first component of the algorithm simulates the en-
circling behavior of humpback whales once they have located a school
of fish. It is used during both the Exploration and Exploitation phase
to update the location of each search agent. The current position (pa-
rameter vector) of a given search agent at time ¢, X (t), is updated
using Equations & If the resulting parameter vector, at time
t+ 1, X(t + 1), improves the search agent’s position (i.c., moves it
closer to a minimum) then the search agent’s position will update to
the new and better solution. The strategy is modeled by the following
two equations:

!The term “search agent” denotes the parameter vector corresponding to the position
of a “whale”. In this text, the two terms are synonymous.

13



—

X({t+1)=X*t)—A-D (Exploit) (2.3)

— — —

D ‘c X)) — X (1) (2.4)

where t indicates the current iteration, A and C are coefficient vectors,
X *(t) is the position vector of the current best solution in the first ¢ —1
iterations, and X (t) is the current position vector. The general form of
Equations [2.3] and [2.4] show up in two places in the algorithm: during
Exploration (global search), where the current search agent moves rel-
ative to another randomly selected search agent, (see Equations m &
, and during Exploitation where the current agent moves relative
to the current best solution (see Equations & [2.4). We recall that
Exploitation refers to the later parts of the algorithm when the global
search has been completed and the algorithm restricts its search to the
most promising regions of the solution space. This is mostly controlled
by the decreasing influence of random coefficients in the later part of the
algorithm, which prevent large movements around the solution space.
Equations [2.3] and [2.4] represent the encircling prey method during Ex-
ploitation, when the search agent’s position is updated in the direction
of the current best solution. In Equation[2.4]the distance of the current
solution from a randomly scaled version of the current best solution is
calculated, and then that distance vector D is scaled by the random,
but decreasing vector A and subtracted from the current best solution.
If the resulting parameter vector evaluates to a lower objective value,
then it will become the new X*. Equation updates the position of
the current search agent in the direction of the current best solution,
while preserving some element of randomness. The coefficient vectors
responsible for preserving the stochastic nature of the algorithm are A
and C. They are calculated as follows:

A=29

IS

F—a (2.5)

C =27 (2.6)

14



where 77 is a vector of all » which is randomly generated uniformly from
[0,1], and @ is a vector of all @ which is a scalar that decreases linearly
from 2 to 0 over the course of the iterations:

t
=2(1———— 2.7
¢ ( maxIter) (2.7)

In Equation [2.7] ¢ is the current iteration and maxIter is the maximum
number of iterations. It should be noted that a, and r are both scalars,
and fT, c , @, and 7 are composed of repetitions of those scalars, that
is, the same scalar values are used to update all dimensions, for each
whale, in each iteration.

A= (2ar — a,2ar — a, ..., 2ar — a)

—

C = (2r,2r,...,2r)

It is worth mentioning that the relative simplicity of the vectors a and
7, and in turn A and C, lends to easy modification, and the majority
of modified WOA versions involve some changes to these vectors.

Spiral updating position: The second method for updating the position
of a search agent happens only during Exploitation (local search). A
spiral equation that mimics the helix-shaped swimming pattern of a
whale when it is trapping a school of fish in a cylinder of bubbles is
used to update the position of the current search agent. The equation
is as follows:

X(t+1)=D e cos(2rl) + X*(t)  (Exploit) (2.8)

—

D' = |X*(t) — X(t) (2.9)

15



where D’ is the distance between the position of the current search
agent and the current best solution, b is a constant for defining the
shape of the logarithmic spiral, [ is a random number in [—1,1]. D' is
multiplied by the constant, e” - cos(27l), and added to the current best
solution. If the resulting parameter vector evaluates to a smaller value
in the objective function, then X (¢ + 1) replaces X*(t).

Note that humpback whales swim around their prey in a shrinking circle
and along a spiral-shaped path simultaneously. As X (t) approaches X (1),
D', and thus the whole term D’- et - cos(2xl) in Equation 2.8 decreases, mim-
icking the shrinking behavior the bubble-net hunting strategy. The algorithm
assumes that there is an equal probability of choosing between either the en-
circling equation, Equation [2.3] or the spiral updating mechanism, Equation
2.8] to update the position of whales. This can be represented in the following
model:

X*(t)—A-D, if p<0.5,|A <1 (Exploit)
X(t+1) =< Xanat)— A-D, if p<05,|A|>1 (Explore) (2.10)
D' e cos(2rl) + X*(t), ifp>0.5 (Exploit)

where p ~ Unif(0, 1). When p < 0.5, the algorithm proceeds to check whether
|A] > 1. |A] is more likely to be larger than one at earlier iterations since
the value of a is smaller in later iterationsﬂ When |A]| > 1, the algorithm
updates the position of the current search agent in the direction of another
random agent using the following equation:

X(t+1)=Xana(t)—A-D  (Explore) (2.11)

— — —

D=|C- Xrand(t) - X(t)‘ (212)

Equation [2.11] is a slight variation of Equation [2.3] where instead of the cur-
rent position being updated towards the current best, it is updated in the
direction another randomly selected search agent X,,,q4. The algorithm uses

2Note to reader: if you want further convincing of this fact, refer to Equation and
try plugging in values of a that are close to 2.
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this random update during Exploration, which we recall defines the phase of
the algorithm that is responsible for the global search of the solution space. A
desirable characteristic of Exploration is sufficient searching across the whole
solution space, including random jumps that ensure the algorithm does not
get stuck in any local minima. In Equation [2.12] the distance between the
current search agent and another random search agent is calculated. The
parameter vector of the randomly selected search agent is multiplied by c ,
to inject randomness into the vector. The updated position of the current
whale is then calculated by subtracting a scaled version of the distance vector
D from the randomly chosen whale. If the fitness of X (¢ 4 1) is better than
X (t), then the position of the whale is updated to X (¢ +1). Better fitness in
our case means the corresponding parameter vector yields a lower objective
value. The random movement of search agents is the basis for the Explo-
ration phase of the algorithm, allowing the whales to search the solution
space broadly and stochastically.
A pseudo code structure for the algorithm is given in Figure [2.3]

17



Algorithm 1 Whale Optimization Algorithm (WOA) [Mirjalili and Lewis,
2016]

Initialize the whales population X, (1=1,2,...,n)
Calculate the fitness of each search agent
X* = the best search agent
while ¢ < maximum number of iterations do
for each search agent do
Update a, A, C, [, and p
if p < 0.5 then
if |A| <1 then
Exploit: Update the position of the current search agent by

Eq.
else if |A| > 1 then
Explore: Select a random search agent (X )
Update the position of the current search agent by Eq.
end if
else if p > 0.5 then
Exploit: Update the position of the current search agent by
Eq.
end if
end for
Check if any search agent goes beyond the search space and project it
back onto the feasible region. [
Calculate the fitness of each search agent
Update X* if there is a better solution
t=t+1
end while
return X*

An important checkpoint in the algorithm verifies whether |A| > 1. We
note that when a is large (close to 2), it is often the case that |A| > 1. When
|A| > 1, the algorithm explores (searches globally) and when |A| < 1 the
algorithm exploits (searches locally).

3If a search agent exceeds the bounds in any dimension, it’s coordinate in that dimen-
sion is set equal to the boundary value.
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2.3.1 Derivations

It is essential to understand the Whale Optimization Algorithm’s balance
between Exploration and Exploitation, so as to understand whether the al-
gorithm converges prematurely (i.e., the algorithm switches from exploring
to exploiting too early). In order to understand this, some information about

A will be necessary.

1. First, find E(]A]):
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2. Then we find P(|A| < 1) to understand when the algorithm will switch
from exploring to exploiting.

Recall: A =23 -7—@

P(|A| < 1) =P(|2ar —a| < 1)
=P(ja(2r —1)| < 1)
=P(]2r — 1] < 2)

We then have two cases:
e Case 1: ¢« <1
Then £ > 1 and so we have:

2r—1] <1< L
a
Then, it follows by transitivity

2r —1] < 1
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And since r is a continuous random variable,

1
P<|2r—1| :—) =0

a

1
IP’<|2T—1| < —) =1

a

P(A|<1]a<1)=1

So we have:

Or equivalently:

e Case 2: ¢ > 1
We start with
2r —1] < 1
So we can write
—l<r—1<1
Adding 1 and dividing by 2 gives

1-1 1+1
a a
- <r< %

So the condition |A| < 1 is equivalent to r falling between these
values. Because r has a uniform distribution, the probability that
r is between these values is equivalent to the width of the interval,
or their difference.

Wioi_:
2~ 2 T 2
C1ogq1

So, since we’ve shown that P(r € (12“,1%)) =P(|4| < 1la > 1),

we have,
P(JA|<1la>1)=1

So, in conclusion we have

1, ifa<l,
P(JA] < 1) =
Ioifa>1.
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We recall that the value |A| determines whether the algorithm explores
(searches globally) or exploits (searches locally). When |A| < 1, the algo-
rithm exploits. It is important to have a sense of when this happens, because
if WOA begins Exploitation prematurely without sufficiently searching the
whole solution space, we risk converging to a local minimum, since all pos-
sible regions may not have been explored yet. We recall that a decreases
linearly from 2 to 0 over the course of all iterations. Therefore in the second
half of the algorithm’s search, the probability of exploiting is 1. In the first
half of the algorithm’s search, the probability of exploiting is %, which means
at least % Thus, the probability that the algorithm conducts a global search
through Exploration is at most % WOA has been shown to converge prema-
turely, [Nadimi-Shahraki et al., [2023] which makes sense given the relatively
high probability that the algorithm chooses to search locally (exploit), even
at early stages of the optimization routine.

2.3.2 Implementation in R

The Whale Optimization Algorithm is implemented using the R package
metaheuristicOpt, which provides a unified framework for population-based
metaheuristic optimization methods |[Riza et al., 2024]. The package includes
implementations of several nature-inspired algorithms, including WOA, and
allows the user to specify objective functions, parameter bounds, population
size, number of iterations, and other algorithm-specific control parameters
within a consistent interface. The implementation of the algorithm follows
closely from the pseudo-code outlined in Figure [2.3
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Chapter 3

Modifications and
Hybridization

3.1 Modifications

Metaheuristic algorithms are stochastic optimization routines designed for
complex optimization problems. They were created to thrive in problems
that were poorly understood, or poorly optimized by traditional methods,
often drawing inspiration from natural phenomena such as biological evolu-
tion, swarm behavior, and physical annealing. Among metaheuristic algo-
rithms, WOA is an appealing choice for this thesis because of its simplicity
and small number of hyperparameters. These characteristics lend the algo-
rithm well to modification. Modified versions of WOA incorporating chaotic
maps [Nadimi-Shahraki et al., 2023], Lévy flights |[Ling et al.| [2017], and hy-
bridization with deterministic routines |[Nadimi-Shahraki et al., 2023] have
shown improved performance on benchmark optimization problems. Investi-
gating whether these enhancements also improve real biological model fitting
is both methodologically interesting and practically valuable.
Nadimi-Shahraki et al.| [2023] showed that WOA, in its unmodified form,
faces a multitude of shortcomings. First, they show that WOA converges
prematurely, i.e., it does not maintain a sufficient balance between global
searching (exploring) and local searching (exploiting). Nadimi-Shahraki et al.
[2023] ran WOA on a series of test problems with known optima, includ-
ing unimodal, multimodal, as well as hybrid and composition test functions
which are more complex. They ran WOA on these functions and compared
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the algorithmically estimated optima to the true values. They found for uni-
modal test problems that “WOA cannot properly approximate or exploit the
promising area” and that for multimodal tests that “whales cannot efficiently
explore the entire solution space and locate the optimal solution.” The pri-
mary issue they identify is that in converging prematurely, WOA does not
sufficiently explore the entire search space, and converts to the exploiting
mechanism before the most promising region has been accurately identified.

Many other researchers identified similar issues, [Ling et al., 2017], [Ding
et al., 2020], and the following subsections detail possible solutions.

3.1.1 Lévy Flight

One solution to the premature convergence of the Whale Optimization
Algorithm is to add an additional stochastic element to the optimization
routine in the form of steps drawn from a Lévy distribution. During the
calculation of a search agent’s updated position, a scalar is drawn from a
heavy-tailed distribution called a Lévy distribution. The distance vector (as
defined in Equations , , and is multiplied by said scalar and then
the updated position is calculated. The parameter vector is then plugged into
the objective function and the objective value is calculated. In most cases, the
Lévy scalar is close to zero, and so the distance vector is made to be small,
leading to small step sizes, however the scalar is occasionally very large,
leading to large step sizes, even in the later parts of the optimization routine
when the algorithm is searching locally (exploiting). Taking Lévy steps helps
combat premature convergence that results from searching locally before the
whole solution space has been sufficiently explored. The Lévy steps allow
for a search agent to take a big step even when exploitation is happening.
Ideally this could help the algorithm leap out of local minima that it has
converged to prematurely.

Lévy a-stable distributions form a family of probability distributions first
described by Paul Lévy in the 1920’s [Nolan, 2020]. We say that a random
variable X is stable if for any a,b > 0, 3¢ > 0 and d € R such that

aX;+bXy L cX +d, (3.1)

where X7, Xy are sampled i.i.d. from the same distribution that generated
X.
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A notable property of Lévy stable distributions is the existence of non-
finite moments at most values of «, (see Equation . That means that
instead of characterizing the distribution by means of a PDF or CDF, we

must use the characteristic function. We can apply the characteristic function
to both sides of Equation [3.1] to get:

ox(at) - px(bt) = px(ct) - e

And it turns out that the only functions ¢x that satisfy the constraint
that the stability property imposes are of the form e~ and so we have:

px(t) = E[e"™X] = e (3.2)
0<a<?, c > 0.

Functions of the form ¢(t) = exp(—c|t|*) define valid characteristic functions
if and only if 0 < a < 2 |Zolotarevl, |1986].

Every random variable can be uniquely defined by its characteristic func-
tion [Lévy|, 1925]. Conveniently, certain values of « in Equation generate
the distributions of some familiar random variables.

The characteristic function of a random variable Z ~ N (0, 0?) is

o2 2
Yz (t) =e 2! )

Taking the characteristic function given in Equation 3.2 and setting o = 2

we get

ct?

pz(t) =e ",

2 we see that Z has a Lévy a-stable distribution with

then letting ¢ = %

a=2.
We can also show that setting o = 1 gives a Cauchy distribution. A

standard (symmetric) Cauchy random variable with scale parameter v > 0,
W, has characteristic function

ow (t) = e M
Setting @ = 1 in Equation [3.2] we get

Yw <t> - B—CW ’
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then letting ¢ = v, we see that W has a Lévy a-stable distribution with a = 1.

Within the broader family, the name “Lévy distribution” sometimes refers
specifically to the positive a = % stable distribution with a heavy right tail.
Figure [3.1] shows the Lévy distribution, as well as a Normal and Cauchy
distribution which occur when v = 2 and « = 1 respectively.

05

— normal
- - Cauchy
crre Levy

(x)
03 0.4
1

0.2
1

0.1

0.0
1

Figure 3.1: Graphs of standardized normal N (0, 1), Cauchy(1,0) and Lévy(1,0) densities
[Nolan| 2020]

Since the probability densities of Lévy stable random variables, (except
for a few special cases such as the Gaussian and Cauchy distributions) do
not admit closed-form expressions, we must characterize them through alter-
native mathematical tools—most importantly, characteristic functions.

In the Lévy variant of WOA, step sizes are drawn randomly from a Lévy
distribution to move the search agents around the search space. The heavy-
tailed characterization of Lévy distributions means that the majority of step
sizes drawn from distribution are small, but occasionally large steps are
drawn ensuring that search agents are able to jump out of local minimums,
and successfully conduct a global search of the solution space.

Step sizes are drawn using Mantegna’s Algorithm which approximates a
Lévy distribution [Mantegnal [1994]. The algorithm for step sizes s, (random
deviates), is
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B U
§ = |,U‘1/a’

(3.3)

where

u~N(0,02), v~N(01),

and the scale 0, is chosen to match the appropriate Lévy tail:

S (F(l +Oé) Sin(%))l/a. (34)

() a2

In the Lévy variant of WOA, « in Equations [3.3] and is set equal to
1.5.

Mantegna’s algorithm does not perfectly approximate a Lévy distribu-
tion, though for the purpose of drawing step sizes from a heavy-tailed Lévy-
approximate distribution, the algorithm works well. Figure [3.2] shows both
Mantegna’s algorithm and the Lévy distribution with parameter o« = 1.5.

0.5 +———— — e e
| o— }
| | |

0.4 Z / |
‘! a=15 P(S) - r \ n_; 2;‘ / ,
| c= " | =7 E

0.3+ | q‘ B A M ST ! '

—_ 1 N s
2 & ‘

Figure 3.2: Density of Mantegna’s algorithm P(s) compared to Lévy distribution
L151(s) [Mantegnal [1994]. « is the stability index and c is a scale parameter, the same
as the a and ¢ in Equation In this picture, ¢ is analogous to the standard deviation
in a Gaussian distribution, controlling the spread.

Mantegna notes that for |s| > 10 the functions are almost coincident.
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3.1.2 Chaotic Mapping and Quasirandom Number Gen-
eration

Two additional variants to the WOA were each tested, although their re-
spective benefits do not completely align with the geometry of our surface
of interest. Both chaotic mapping and quasirandom number generation were
implemented in an effort to improve the performance of the algorithm, though
neither improved performance in the context of this problem. The use of
chaotic mapping in place of traditional pseudo-random number generators
has been shown to improve performance when applied to the “generation of
the initial [whale] population, producing values in control parameters, and
updating the position of the search agents.” [Nadimi-Shahraki et al., 2023]
Chaotic mapping ensures a more even distribution of random values than the
pseudorandom number generators built into R.

The use of quasirandom number generation via Sobol sequences as a
replacement for traditional pseudorandom number generators in the WOA
does not appear to be documented in the existing literature. However, the
motivation for this modification is conceptually similar to the use of chaotic
maps in metaheuristic optimization: to promote a more uniformly distributed
sampling of the search space during initialization. Because Sobol sequences
are low-discrepancy sequences, they reduce clustering and gaps that may arise
under pseudorandom sampling, thereby improving coverage of the solution
space and potentially enhancing global search performance.

3.2 Hybridization

The proposed hybrid algorithm combines the global search capability of WOA
with the precise local convergence of LMA. WOA is run for the majority of
its iterations, before LMA is initialized from the 10 best WOA candidates,
i.e., the coordinate vectors corresponding to the 10 lowest objective values
found up to that point. The transition from WOA to LMA is governed by a
population diversity metric computed at each iteration. Following |Nadimi-
Shahraki et al. [2023], diversity is defined as

D N
1 1
Diversity(t) = D E N E |median{zq(t)} — vi(t)]
d=1 " i=1

where N is the number of whales, D is the number of dimensions, x;4(t) is the
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position of the i-th whale in dimension d at iteration ¢, and median{z4(t)}
is the median position across all whales in dimension d. Intuitively, diversity
measures how spread out the population of search agents is across the search
space — a high value indicates global exploration, while a low value indicates
that the population has converged to a local region of the search space.

The transition from WOA to LMA is triggered when diversity falls below
a certain percentage of its initial value Diversity(0) (default is 5%), indicating
that the population has sufficiently converged and WOA has likely identified
the region where the objective function is optimal.

Upon triggering, LMA is initialized from the k best whale positions, where
k is a user-specified hyperparameter (default capped at 10). To ensure that
the k starting points are not redundant, a minimum distance filter is applied:
a candidate whale is only retained as an LMA seed if its Euclidean distance
from all already-selected seeds exceeds d,,, a fraction of the search space
diameter. Here we use dp;, = 0.01, meaning each seed must be at least
1% of the search space diameter from all others, though the optimal value
of this hyperparameter has not yet been formally evaluated. LMA is run
independently from each seed that passes the minimum distance threshold,
and the solution with the lowest SSE across all runs is returned as the final
estimate.

The diversity percentage that triggers the change from WOA to LMA
can be set by the user, along with the minimum distance arguement d,,;,,
the maximum number of iterations that WOA can run, and k& the number of
seeds (WOA candidates) that LMA will use as starting points. The preexist-
ing hyperparameters of both functions also still exist, i.e., number of search
agents for WOA and ftol and ptol which control convergence in LMA.

It should be noted that alterations to these hyperparameters greatly im-
pact both the computation time and accuracy of the algorithm. LMA is
a much faster algorithm than WOA, and thus higher diversity thresholds
greatly reduce computation time since the hybrid algorithm spends little
time running WOA. High diversity thresholds also ensure that LMA runs
from variable seeds since WOA won’t have been able to converge to a single
minimum. If WOA runs too long, then LMA will run from only one candidate
seed since WOA will have all £k of its best solutions in close proximity.
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Chapter 4

Simulation Results

4.1 Results

The initial goal of this thesis was to improve the optimization of double-
sigmoidal curves to fit time-course data. At the outset of project, the ge-
ometry of the double-sigmoidal space was unknown, and given its high di-
mension and complicated generating function, the Whale Optimization Al-
gorithm seemed like an appropriate candidate for improving the estimation
process. However, after many simulations of WOA — and its variants, includ-
ing chaotic mapping, quasirandom number generation, and Lévy flight vari-
ations — it was clear that the existing method of the Levenberg-Marquardt
Algortithm is in fact the most efficient and most accurate solution to the
problem.

Researchers [Transtrum et al.| [2011] describe non-linear least squares op-
timization problems similar to the double-sigmoid as having a solution space
characterized by a narrow canyon or valley, which is well suited for the
gradient-based LMA. In an attempt to verify this characteristic of our prob-
lem, we performed a grid search across the solution space.
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Parameter 2

Parameter 1

Figure 4.1: Narrow canyon in 2 dimensions with parameter grid overlaid

Performing a grid search across the optimization surface allows us to
pull snapshots of the SSE value at different parameter combinations, even
without being able to visualize the surface itself. If the optimization surface
is characterized by a narrow canyon, then we expect a handful of parameter
combinations to correspond to small SSE values at the bottom of the canyon,
and the majority of SSE values to be high, on the plateaus above the canyon
as can be seen in Figure .1 We don’t expect to see intermediate values
since the probability of our parameter grid intersecting over the steep walls
of the valley is highly unlikely. Each dimension (parameter) was sequenced
by 7, and the endpoints were removed, leaving a 5 x 5 x 5 x... grid across
the solution space. 5 values for each of 7 dimensions generated 57 = 78,125
parameter combinations.
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Distribution of SSE Values Across Parameter Grid
Best SSE: 0.54
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Figure 4.2: SSE values generated by parameter grid over double-sigmoidal solution
spac

The results in Figure [£.2) affirm what we expected to see: some parameter
combinations with small SSE values (at the bottom of the canyon), none
at intermediate values, and many at high SSE values (plateaus above the
canyon). Though this does not provide definitive proof that the solution
space matches the geometry described by Transtrum et al| [2011], it does
provide reassurance to that fact, and affirms that LMA is an effective choice
for the double-sigmoidal surface.

Algorithm Mean Obj. Median Obj. Min Obj. Max Obj. Failed Mean Acc. Median Acc. Min Acc. Max Acc.
LMA with random starts 1.74 x 1072 1.70x 1072 8.89x 1073 2.94 x 1072 0 1.79 1.74 0.164 6.85
WOA 592 x 107! 6.15 x 1071 1.68 x 1072 1.39 0 98.4 101.5 1.24 239
WOA Lévy 417 x 1071 5.05x 1071 1.16 x 1072 1.19 0 105 109 2.08 239
WOA-LMA Hybrid 2.33 x 1071 1.38x 1072 8.94x 1073 9.61 x 107! 26 1.69 0.0331 7.31 x 108

Table 4.1: Summary of algorithm performance on the double-sigmoidal problem across
200 seeds. Obj. refers to the SSE objective value; Acc. refers to the Euclidean distance
from the true parameters in normalized space. The WOA-LMA Hybrid mean accuracy is
suppressed (—) as 26 failed runs produce extreme outliers; the median is reported instead.

On the double-sigmoidal problem, LMA was run with repeated random
starts. Table [4.1] provides the results of running four different optimization
algorithms on the double-sigmoidal problem. The best solution was returned

2The “Best SSE: 0.54” corresponds to the lowest SSE found for the particular double-
sigmoidal dataset that the parameter grid was tested on.
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after either 20 successful fits, or 500 attempts, whichever came first. LMA
with random starts demonstrates clear superiority in both the objective value
and the accuracy of the parameter estimates. It achieves a mean SSE of
1.74 x 1072 and a mean Euclidean distance from the true parameters of
1.79, with no failed runs across all 200 seeds. The standalone WOA and
WOA Lévy algorithms perform considerably worse on this problem, with
mean SSEs of 5.92 x 107! and 4.17 x 10! respectively, and mean parameter
distances exceeding 98 and 105, indicating that both might be converging to
regions of the parameter space with plausible objective values but incorrect
parameter estimates, likely due to the challenges posed by the scale of the
slope parameters a; and as, which differ from the other parameters. The
WOA-LMA Hybrid failed 26 of 200 runs entirely, producing an extremely
large mean parameter distance of 4.27 x 10* because of outliers reaching
7.31 x 10°. The median SSE of 1.38 x 1072 and median parameter distance
of 1.69 are competitive with LMA, suggesting that when the initial WOA
phase of the hybrid algorithm identifies the correct neighborhood, LMA is
able to converge successfully. This failure rate likely reflects cases where
the WOA phase does not achieve sufficient diversity reduction to trigger the
LMA step, leaving the algorithm with a poor WOA solution. Together, these
results suggest that the LMA is the most effective algorithmic solution to the
double-sigmoidal optimization problem, both in accuracy and computation
time: LMA with random starts is roughly 10 times faster than the next best
candidate.
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Accuracy of Parameter Estimates Across Algorithms (Double-sigmoidal)
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algorithm
®- LMA with random starts
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- WOA Lévy
> WOA-LMA Hybrid

Accuracy of Parameter Estimation
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Figure 4.3: Accuracy of parameter estimates over 200 double-sigmoidal datasets

Figure shows that the WOA-LMA Hybrid produces a small number of
extreme outliers which distort the scale of the plot. The y-axis is thus capped
at 300 for visual clarity; excluding these failed runs, the hybrid’s parameter
estimates are broadly comparable to the other WOA based algorithms, which
are all noticeably less accurate than LMA with random starts.

Once we had concluded that LMA is the correct choice for the opti-
mization of double-sigmoidal least squares problems, we pivoted to exploring
multimodal objective surfaces that would be better suited for the hybrid al-
gorithm defined in Section 3.2l The idea behind this pivot is that the hybrid
algorithm improves upon the existing WOA method by decreasing the com-
putation time, and thus choosing an objective function that is well suited to
WOA will allow us to see the improvements of the hybrid algorithm most
clearly.

The Rastrigin function is a commonly used benchmark function for op-
timization algorithms due to the multimodal geometry of its surface (see
Figure [Rastrigin, (1974} |(Chen et al., 2025]. The dimension of the Rast-
rigin function can be increased to amplify the difficulty of the problem. The
function is

f(0) = Ad + Z (67 — Acos(2n0;))

=1

33



where A = 10 to match convention. In this thesis the surface was optimized
in d = 5 dimensions:

5
F(01,02,03,04,605) =50 + > (67 — 10 cos(276;))
i=1
The global minimum of the surface is where f(#) = 0 and ¢; = 0. The bounds
of the solution space are [—5.12,5.12] in all dimensions.

8 & 8 8 3 8

Figure 4.4: Rastrigin function in 2 dimensions
[Diegotorquemaday, 2010].

An important note for the application of the hybrid algorithm to functions
like the Rastrigin, is that it must be possible to write the objective function
in a form that mimics the equation of SSE. The Levenberg-Marquardt Algo-
rithm is specifically designed to solve nonlinear least squares problems, mean-
ing it requires the objective function to take the form of a sum of squared
residuals:

SSE(6) = ) _ri(6)°

where each 7;(0) is a scalar residual. This structure is essential because LMA
constructs its parameter update using the Jacobian matrix J, where entry

Ji = ag"e(lf) captures the sensitivity of the i-th residual to the k-th parameter.
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The update step relies on the approximation J7.J ~ V2SSE(#), which is only
valid when the objective is a sum of squares. If the objective function cannot
be written in this form, the Jacobian loses its meaning and LMA cannot
compute a meaningful update direction.

The Rastrigin function is not naturally a sum of squares — it is a sum of
per-dimension terms:

d
£(0) =10d+ Y (67 — 10 cos(26;))
i=1
However, we can observe that each term in the sum is non-negative, since
6? — 10 cos(2m6;) + 10 > 0 for all §;. This allows us to rewrite the function
as a sum of squares by defining residuals:

ri(6;) = /67 — 10 cos(2n6;) + 10
so that the optimization function can be written as:

F0)=>ri(6;)°
i=1

This residual formulation gives LMA an n-dimensional Jacobian with one
row per parameter dimension, allowing it to compute gradient information
and converge from a good starting point supplied by the WOA phase of the
hybrid algorithm.

To evaluate the performance of the WOA-LMA hybrid algorithm, the
standalone WOA, WOA-Lévy variant, LMA, and hybrid algorithms were
applied to the Rastrigin function across 200 random initialization seeds. We
recall that the diversity of the population at iteration ¢ is

N

1
Diversity(t) E N g |median{z4(t)} — z;q(t)|
d 1=

The LMA phase of the hybrid algorlthm was triggered once this quantity fell
to 5% of its initial value, at which point the 10 best candidates identified by
WOA were passed to LMA as starting points (the minimum distance filter
dpmin was set to 0.01). The diversity threshold was chosen to ensure that the
population had sufficiently converged toward a promising basin before local
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Algorithm Mean Obj. Median Obj. Min Obj. Max Obj. Failed n <0.1 Mean Acc. Median Acc. Min Acc. Max Acc.
LMA with random starts ~ 1.14 x 10 1.09 x 10! 1.99 x 10 2.69 x 10 0 0 3.27 x 10° 3.30 x 10° 141 x 10° 517 x 10°
WOA 0 0 0 0 0 200 543x 107 553x 1070 1.99x 107° 7.73 x 1077
WOA Lévy 3.82 x 10° 2.99 x 10° 1.86 x 107 2.69 x 10 0 10 1.81 x 10° 1.72x 10°  3.06 x 107*  5.17 x 10°
WOA-LMA Hybrid 9.67x 107 6.17x 1071  1.14x 107" 1.26 x 1077 0 200 441x107°  L76x 1070 245x107% 2.52x107%

Table 4.2: Summary of algorithm performance on the Rastrigin problem across 200
seeds. Obj. refers to the objective value; Acc. refers to the Euclidean distance from the
true solution (parameter accuracy). n < 0.1 is the number of seeds achieving an objective

value below 0.1.

refinement was applied. Table and Figure show the accuracy of the

parameter estimates achieved by each algorithm across all 200 seeds.

Accuracy of Parameter Estimates Across Algorithms
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Figure 4.5: Accuracy of parameter estimates over 200 seeds

Recall the true parameter value in each dimension is zero. The accuracy
was calculated by finding the Euclidian distance between each vector of pa-
rameter estimates and the true vector of all zeros. The results indicate that
the hybrid algorithm achieves an accuracy comparable to standalone WOA,
with a mean Euclidean distance 4.4107% vs. 5.4107° for WOA, confirming
that the WOA phase in the hybrid algorithm reliably identifies the global
basin on the Rastrigin function before the diversity threshold is met, allow-
ing LMA to converge to the same minimum. Both algorithms appear to
achieve perfect accuracy on the plot, however their differences can be seen in
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Figure [1.6l In contrast, LMA with random starts and WOA Lévy struggle
considerably on this problem, with mean Fuclidean distances of 3.27 and
1.81 respectively, and neither reliably finds the global minimum; WOA Lévy
finds a solution with objective value below 0.1 in only 10 of 200 seeds, while
LMA with random starts finds none. The accuracy of the hybrid algorithm
is still marginally worse than the WOA which is shown in Figure [4.6]

Accuracy of Parameter Estimates Between WOA & WOA-LMA Hybrid

2.5e-05

2.0e-05

1.5e-05 algorithm
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WOA-LMA Hybrid
1.0e-05

5.0e-06

Accuracy of Parameter Estimation

0.0e+00

0 50 100 150 200
Seed

Figure 4.6: Accuracy of parameter estimates for WOA vs. Hybrid algorithm

Both WOA and the WOA-LMA Hybrid achieve near-perfect parameter
estimation on the Rastrigin problem. WOA attains a mean Euclidean dis-
tance of 5.4107° from the true solution across 200 seeds, and the Hybrid
attains a mean of 4.4107%, with a worst-case distance of 2.5107°. Depending
on the precision required in a true research problem, the small difference in
accuracy between the algorithms is potentially negligible. The marginally
larger errors in the hybrid algorithm are possibly attributable to numerical
tolerance rather than genuine inaccuracy. LMA does not actually take deriva-
tives, see Section [2.2.1] but rather uses numerical approximation to calculate
the Jacobian, which terminates once the steps size falls below the threshold
ptol = ftol = 1e-8 which are hyperparameters to the WOA-LMA Hybrid
algorithm. The minute compromise in accuracy is benefited by a significant
decrease in computation time.
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Algorithm Time (sec)

WOA Lévy 1.249
LMA with random starts 0.010
WOA-LMA Hybrid 0.160
WOA 0.608

Table 4.3: Average computation time per seed across 200 seeds.

With respect to computational efficiency, the total time across all 200
seeds was 121 seconds (0.608 sec/seed) for WOA and 32 seconds (0.160
sec/seed) for the WOA-LMA Hybrid algorithm. The hybrid was therefore
approximately 73.6% faster in total, taking approximately 26.4% of the WOA
computation time. This improvement is explained by the rapid convergence
of LMA from the seeds supplied by WOA, avoiding the additional WOA iter-
ations that would otherwise be required to achieve equivalent fitness values.
The combination of a population-based global search phase and a gradient-
informed local refinement phase thus retains the accuracy of WOA while
reducing unnecessary computation in the later stages of optimization.
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Chapter 5

Conclusion and Future Results

The promising performance of the hybrid algorithm on the Rastrigin bench-
mark suggests that combining the global exploration of a stochastic algorithm
with the local refinement of a gradient based method can lower computation
time. In particular, the observed reduction in computation time from the
Whale Optimization Algorithm (WOA) to the hybrid approach indicates that
incorporating a local method such as the Levenberg—Marquardt algorithm
can accelerate convergence once the search is near a high-quality region of the
parameter space. Given that the Rastrigin function is highly multimodal and
widely used to evaluate global optimization methods, these results provide
encouraging evidence that the hybrid strategy could perform well on similar
optimization problems. However, performance on this single benchmark is
not sufficient to establish any general conclusions. Future work should there-
fore evaluate the hybrid algorithm across a broader set of standard test func-
tions, with varying degrees of modality, and dimensionality. One important
note is that some other benchmark functions cannot be rewritten as the sum
of squared residuals, and thus will not be meaningful test for the hybrid algo-
rithm. This is also an important caveat in understanding which problems are
ultimately a good match for this algorithm. Further experiments would help
determine whether the observed improvements generalize beyond the spe-
cific structure of the Rastrigin landscape. Additionally, applying the method
to real-world optimization problems—particularly those involving nonlinear
least squares or similarly structured objective functions—would provide a
more meaningful assessment of the hybrid algorithms practical utility. It is
plausible that there exist application domains in which the hybrid approach
outperforms standalone metaheuristic methods like WOA, especially in set-
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tings where rapid local convergence could greatly decrease computation time
after an initial global search phase. Identifying and validating such problems
remains an important direction for future research.
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